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In [1, §3.2], the Loglet exposes an augmented checkTailmethod that returns
both the tail of the log as well as its sealed status. The paper states in §3.4
that this augmented checkTail “is designed to have weak semantics: the tail
position and seal status do not need to be checked atomically. Instead, the
checkTail call is equivalent to a conventional checkTail and a checkSeal

executed in parallel, combined in a single call for efficiency.” The checkTail

and checkSeal do not need to be executed atomically (as the paper correctly
states), but they cannot execute in parallel: the checkTail must be linearized
before the checkSeal. Similarly, an append call on the Loglet is a combination
of two calls – a conventional append and checkSeal – which are not required
to execute atomically, but must execute in a specific order: the append has to
be linearized before the checkSeal. We explain below why these orderings are
required.

Secondly, the paper states in §3.4 that “calling checkTail on a sealed log
can return increasing values for the tail position even after the log is successfully
sealed. These ‘zombie’ appends on a sealed log do not appear on the Virtual-
Log’s address space”. We note here that some zombie appends may appear in
the VirtualLog’s address space: the result of the checkTail call in Step 1 of the
reconfiguration process of §3.2 may well include some zombie appends, and if
Step 2 succeeds, these appends will form part of the VirtualLog’s address space
(but further zombie appends will not).

Context

As described in [1, §3.2], the VirtualLog routes a checkTail command to the last
Loglet in the chain. The Loglet returns a (tailpos, sealbit) pair. If the sealbit is
false, then the VirtualLog returns the tailpos to the caller. The caller may then
perform reads on the Loglet up to that tail position (and typically apply the
entries it reads to the state machine). This needs to be safe in the presence of
a concurrent reconfiguration event which may be attempting to seal the Loglet,
install a new chain and update the VirtualLog’s address space mapping. More
concretely:

• Let l be the last Loglet in the VirtualLog’s chain.
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• Let p1 be process which executes checkTail on l through the VirtualLog,
and suppose the response is (tailpos1, sealbit1) with sealbit1 = false.

• Let p2 be a process which executes seal on l followed by checkTail as
part of Step 1 of the reconfiguration process described in [1, §3.2]. Suppose
that the seal succeeds and the checkTail call returns (tailpos2, sealbit2)
(necessarily sealbit2 = true).

Process p2 may later succeed in updating the MetaStore with a new chain as
part of Step 2 of the reconfiguration process. If so, any entries in Loglet l with
log position greater than or equal to tailpos2 will not belong to VirtualLog’s
address space. In light of this, the system must guarantee the following safety
property:

• tailpos1 ≤ tailpos2.

Suppose we allow the Loglet to implement checkTail as a conventional
checkTail and checkSeal executed in parallel. Then we must also allow an
implementation to first execute a conventional checkSeal and then execute a
conventional checkTail. If we do so, then using the notation of [2], the following
is a possible linearization of the situation above:

l checkSeal() p1

l Ok(sealbit1 = false) p1

l seal() p2

l Ok() p2

l checkTail() p2

l Ok(tailpos2) p2

l checkTail() p1

l Ok(tailpos1) p1

In particular, it is possible that p1’s checkTail is linearized after p2’s and hence
that tailpos1 > tailpos2. (As explained in [1, §3.4], “calling checkTail on a
sealed log can return increasing values for the tail position even after the log is
successfully sealed”.)

Correction

To be more precise, we model a Loglet l as containing a linearizable conventional
log l.log (which has no notion of seals) and a linearizable seal-bit store l.store.

Section §3.4 of [1] may be corrected as follows: “The augmented checkTail

on a Loglet l must behave like a checkTail on l.log followed by a checkSeal

on l.store.” This allows for the possibility of atomically checking the tail and
seal status (with the checkSeal linearized immediately after the checkTail on
l.log), but does not require it.

We note that all of the Loglets described in [1] do conform to the corrected
version of checkTail. We show how this fixes the problem described earlier.
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Since p1 observes l as unsealed, the linearizability of l.store forces the following
ordering:

l.log checkTail() p1

l.log Ok(tailpos1) p1

l.store checkSeal() p1

l.store Ok(sealbit1 = false) p1

l.store seal() p2

l.store Ok() p2

l.log checkTail() p2

l.log Ok(tailpos2) p2

Hence p2’s checkTail is ordered after p1’s checkTail. By the linearizability of
l.log we have tailpos1 ≤ tailpos2, as required.

Very similar reasoning shows that a successful append on l must behave like
an append on l.log followed by a checkSeal on l.store, with the checkSeal

returning false. This ordering will guarantee that any append calls successfully
acknowledged by the VirtualLog will never be hidden by a reconfiguration event.
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